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ABSTRACT 
 
 

A REAL-TIME EFFICIENT PARTICLE FILTER ALGORITHM 
 

FOR REALISTIC TARGET TRACKING IN GAMES 
 

by 
 

Patrick Daley 
 

Master of Science in Computer Science 
 

California State University, Chico 
 

Spring 2012 
 
 

The challenge for a computer game agent in a partially observable target-

tracking environment is to estimate where the target might be before taking the next ac-

tion. One technique that can be used for estimating the state of a hidden target is known 

as particle filtering. This project examines several variations of a widely-used particle 

filter algorithm. The project proposes modifications that reduce the algorithm’s compu-

tational complexity making it suitable for game applications with rigorous real-time re-

quirements. As part of this project, both a graphical, and a command-line-based demon-

stration game are implemented to serve as the test environment. The project empirically 

examines the proposed unweighted particle filter algorithm. Evidence shows, using the 

algorithm, an agent in pursuit of a target exhibits realistic behavior and a significantly 

high skill level. 
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CHAPTER I  
 
 

INTRODUCTION 
 
 

Nobody likes a cheater. Especially if the cheater is the latest computer game 

recently purchased by a devoted gamer. Nevertheless, a scenario that often arises in 

computer games is for a human player being pursued by a computer character to be found 

much too easily. A player generally handles the pursuit task by performing a methodical 

search, sending out a scout or exploration party to discover the location of enemy troops 

and resources. The computer character, or agent, on the other hand, has no need for 

scouts. It already knows the terrain and it knows where its opponents are located along 

with all of their resources. The agent, in this instance, is using a well-known game 

programming approach called cheating, allowing the computer to have complete 

knowledge of the human player’s environment. 

It is no secret that one of the most common ways game developers attempt to 

add Artificial Intelligence (AI) to pursuit-evasion situations is to cheat. Although this 

approach reasonably is not considered real AI by researchers in the field, the technique of 

cheating is often discussed in AI game development textbooks [1], [2]. In these books, 

cheating is considered a viable alternative to AI if it is done well. A pervasive attitude 

among game developers is that cheating is fine as long as the game is challenging and 

entertaining and it is mostly irrelevant how the computer agent gets the “intelligence” to 

achieve this goal [3]. Developers likely reason there is no justification for wasting 



2 

 

valuable CPU resources on real AI techniques when you already have all the information 

you need to make a great decision. The problem with this line of reasoning is that it is 

very difficult for a game that cheats to remain entertaining. After many repeated plays, a 

good player will inevitably catch on to the fact that the computer is cheating and give up 

in disgust or frustration. The problem of cheating is described more critically in the 

current literature [3], [4], [5]. 

There are many games that use some form of AI besides cheating [1]. Yet 

these games can run the risk of another perception problem. A fair playing game with a 

very good algorithm may still appear unrealistic. AI solutions that employ pseudo-

randomness combined with a state machine using domain specific logic can often feel 

like they are cheating to the human player, especially if the strategy is very successful 

[2]. The game will not be entertaining if the computer agent mysteriously wins most of 

the time even if it does so fairly. 

A solution to both these problems is to devise a more realistic model of the 

agent’s behavior [3]. The computer agent should not just pretend to be intelligent, but 

should make actual realistic decisions in a way similar to humans. To be more humanlike, 

the first step is to limit the information the agent can access. For instance, details of the 

opponent’s location should be limited to observations that could be realistically made 

using human senses or external sensors. The observations should also be uncertain. This 

is more realistic and helps even the playing field between the agent and the human player. 

For example, rather than reporting the exact location of the opponent, an observation can 

report a range of possible locations with varying amounts of likelihood. 
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The second step is for the agent to take these less than perfect observations 

and construct a belief state. The formal definition of a belief state is that it is a probability 

distribution over a state space based on past moves and observations [6]. Informally, 

constructing a belief state is similar to how a human player uses past moves and 

observations in a game environment to estimate the chances that an opponent is hiding at 

different locations in the game environment. The player forms a mental picture of the 

game’s state to estimate the opponent’s position. 

Figure 1 and Figure 2 give a visual example of an agent’s belief state after 

three successive moves in a simple pursuit-evasion game. The example was generated by  

 

 
 

Fig. 1. Belief states after agent’s first move. 
 
 
the demonstration program developed for this project. In the figures, the various colors 

represent the different probabilities of finding the opponent at a location. For example, 

there is a low chance of finding the opponent in light blue areas and a much higher 

chance in the green areas. The red areas are not legal positions since they represent 

boundaries and obstacles. In this particular example, the state space consists of all the 

legal moves that can be made by the agent.  
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(a) 

 
(b) 

 
Fig. 2. Belief states after agent’s second and third move. 

 
 

At the start of the game, the agent resides in the upper left corner and has no 

idea where the opponent is hiding. In Figure 1, after the agent makes its first move, the 

agent determines the opponent is not within the range of its various sensors and 

constructs a belief state based on its sensor readings. Note the squares near the agent’s 

position are mostly light blue. This means it is improbable that the opponent is located in 

any of these areas. Consequently, it is now more probable that the agent is hiding in one 

of the darker squares outside the range of its sensors.  
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As the agent makes more moves and observations as shown in Figure 2 (a) 

and (b), the agent’s belief state is reconstructed to incorporate the new evidence of where 

the opponent might be hiding. In (a), one of the agent’s wide angle sensors detects the 

opponent somewhere to the right of the agent’s new position. Note the wide swath of 

green squares indicating the high chance the opponent is located somewhere in this area.  

In (b), after another move, a visual detection is made in the direction of the 

black arrow. The belief state now consists of three very high probability locations directly 

under the black arrow. All of the remaining locations in the game environment have a 

very low probability of harboring the opponent. 

Once the agent constructs a belief state, the third step needed for the agent to 

exhibit realistic behavior is to use the current belief state to choose its next move. Recall, 

the belief state represents a distribution of probabilities over the entire state space, that is, 

over all possible legal moves. Hence, one potential strategy, as shown in the example, is 

for the agent to simply move to the square with the highest probability. 

In the Figure 1 example, if the opponent is only allowed to hide in one 

position throughout the game, it might be practical to construct a belief state by 

evaluating all the states of this relatively small state space. This means calculating the 

probability of the agent finding the opponent for each possible move the agent can make. 

Nevertheless, if the opponent is also allowed to move and can occupy any position, the 

size of the state space becomes much larger. The state space now becomes all of the 

moves the agent can make for every possible position the opponent can occupy. In the 

example, there are over 150 legal spaces for the agent and opponent to occupy. This 

results in over 20,000 possible states to evaluate. Such an exhaustive evaluation of the 
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state space will be very time consuming. A method is needed to estimate the belief state 

using far fewer calculations. 

One type of algorithm that can be used for estimating the belief state for the 

location of a hidden opponent, or target, is known as a particle filter [6]. Using particle-

filter methods, the state space is not exhaustively evaluated to determine the belief state. 

Instead, random samples of the state space are collected. The method derives its name 

from the fact that these samples are known as particles. In general, each particle contains 

one possible state of the system being modeled. Going back to the Figure 1 example, a 

particle will contain one possible location of the hidden opponent. When evaluating the 

complete collection of particles, the count of particles in a certain part of the state space 

represents the probability of the target being located in that area. In Figure 2, the green 

and purple high probability squares would be represented by many particles. The light 

blue squares that represent the unlikely opponent positions, on the other hand, would 

have no particles to represent them. Consequently, using this method it is possible to 

evaluate a very large number of possible states with a small number of particles. 

The driving force behind the particle filter algorithm is to focus particles in 

the parts of the state space where they are needed most, avoiding pointless calculations in 

unlikely areas. This goal is achieved through a continual process of monitoring the 

agent’s moves and observations, randomly selecting particles from the sample set, 

discarding particles that are inconsistent with observations, and replacing discarded 

particles with new copies of consistent particles. After each particle filter cycle, the full 

sample set of particles represents the current estimated belief state of the game. The 
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particle filter technique was first introduced for use in game AI by Bererton [3] and was 

recently reintroduced by Darken and Anderegg [4]. 

Pursuit-evasion problems can be found in a multitude of areas besides 

computer games. These areas include robotics, search and rescue, building surveillance 

systems, and military strategy [7] [8] [9]. Pursuit-evasion scenarios in many applications 

are often modeled as a partially observable Markov decision-making process (POMDP) 

[7] [8] [10]. Recent POMDP planners use Monte-Carlo simulation in conjunction with 

particle-filter methods to determine an optimal policy for selecting the next action that 

leads to finding a target while maximizing the agent’s reward [7] and [10]. Silver and 

Veness demonstrate the capability of their POMDP planner in a couple of simple games 

[9]. Nonetheless, other than the work of Bererton [3], and Darken and Anderegg [4], the 

application of particle filters by themselves (outside of a POMDP planner) for solving 

pursuit-evasion problems in a real-time game environment is not well studied. 

This project extends the work of Bererton by examining different variations of 

a widely-used particle filter algorithm. As well as providing realistic agent behavior, this 

project addresses the task of increasing the algorithm’s computational efficiency, making 

it an even more suitable option for real-time game programs. Consequently, the project 

investigates the need for computing and storing individual particle weights which is a 

characteristic of most particle filters. It does this by implementing an unweighted particle 

filter for estimating the current belief state after each move and observation. It also 

proposes a novel solution to the well-known problem of maintaining enough diverse 

particles to ensure a good representation of the belief state [6], [12], [14], [16]. The 

project examines whether good performance can be achieved using particle-filter 
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techniques combined with another real-time efficient move selection algorithm that uses 

the current belief state to choose the next move. In addition to these algorithms, the 

project implements an A* search algorithm to find the best path to carry out the chosen 

move [1] [11]. The resulting hybrid algorithm, Combined Particle Filter and Move 

Selection (CPFAMS), provides an important tool for designers implementing realistic 

target-tracking in games. 

As part of the project both a graphical user interface (GUI) based and a 

command-line interface (CLI) based pursuit-evasion game is implemented in Java to 

serve as the test environment. The GUI-based version is used to visually demonstrate the 

tracking efficiency of CPFAMS. It was also an indispensible aid for debugging the code. 

The command-line version of the application was used to perform experiments to aid the 

selection of various algorithm parameters. The CLI-based application simulates many 

thousands of games and reports their status so performance assessments can be made. 

The project empirically examines the proposed particle filter algorithm and 

finds evidence that an agent in pursuit of a target exhibits a significantly high skill level 

even when the particle-filter parameters are set to minimize the use of CPU time. Over 

fifty experiments were run that vary the number of particles used by the filter. These 

experiments suggest that good performance can be attained when the number of particles 

is relatively small. Additional experiments were run that show that simple random 

particle state transitions are more effective in the constrained environment of a small grid 

than more complex state transitions that attempt to predict changes in the target’s position 

and direction. 
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This project demonstrates that realistic agent behavior can be achieved in a 

pursuit-evasion game environment using a real-time efficient particle filter algorithm. 

Chapter II provides an overview of various AI methods that can be used to estimate the 

location of a target based on uncertain observations made over a period of time. The 

methods described in this chapter include Kalman filters, particle filters, and POMDP 

planners. An extensive description of the general particle filter method is included in the 

chapter. Chapter II also provides an overview of previous work done in applying particle 

filters to pursuit-evasion games and compares those efforts to the solution proposed for 

this project. 

Chapter III describes all of the components of CPFAMS, the author’s hybrid 

solution to the problem of tracking a target in a partially observable, real-time game 

environment. It provides the details of the author’s particle-filter implementation 

including how observations are made and reported. It also describes the target position 

estimation algorithms used to select the next action and the A* search algorithm 

implemented to move the agent to the target once a location is chosen. 

Chapter IV introduces the pursuit-evasion demo application. It describes the 

game environment, the gameplay and scoring in the context of the GUI-based version of 

the game. It steps the reader through a complete pursuit-evasion game describing the 

actions of the agent at each step. This chapter also describes a mode of operation called 

belief state view that allows viewing of the current belief state as the game is played. 

Finally, this chapter contains a section that shows the results of the many experiments 

made to select the best parameters for the agent’s performance. Chapter V summarizes 

the achievements of the project and makes some future recommendations. 
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CHAPTER II 
 
 

LITERATURE REVIEW 
 
 

Background 

The challenge for a computer agent in a partially observable pursuit-evasion 

environment is to estimate where the target might be before taking the next action. When 

the location of the target is unknown, information about the current state of the 

environment must be gathered through a series of inexact observations. A common 

technique used to solve this problem is to map sequences of actions and observations into 

belief states representing the probabilities of the target’s location over the complete state 

space [7]. 

Computing the current belief state is a difficult task given the large state space 

possible for even a small partially observable game environment. Recall that the simple 

game used in the example in Chapter I, Figure 1, had over 20,000 possible states when 

both the agent and opponent were free to move to any legal square. Consequently, recent 

research has investigated the use of Monte-Carlo-based particle filters in games to find 

approximate solutions to the belief state estimation problem [3], [4]. This section 

provides an overview of the general particle-filter method along with other belief state 

estimation techniques. It also provides an overview of POMDP planners which were also 

considered for this project as a solution to the target-tracking problem. 
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Kalman Filtering  

In systems that have only a small number of states, a Bayes filter can be used 

to update the current belief state exactly. The Bayes filter recursively applies Bayes’ 

theorem to compute a target’s location from a sequence of noisy observations [3], [10]. In 

a state space as large as the game shown in the Figure 1 example, however, it may be too 

computationally expensive to perform just one iteration of the Bayes filter [10].  

A Kalman filter is a constrained form of a Bayes filter which also provides an 

exact update of the belief state from a sequence of observations. Kalman filters are most 

useful in applications such as the radar tracking of aircraft, the visual tracking of people, 

and the acoustic tracking of submarines [11]. As long as the next state in the system is a 

linear function of the prior state along with some Gaussian noise, Kalman filters may be 

able to find a solution. Consequently, no algorithm can outperform them when the linear 

Gaussian condition holds [12].  

Although a Kalman filter method may efficiently track the movement of a 

submarine traveling through great ocean expanses at relatively constant speed and 

direction, it would not be a good method for tracking a submarine moving around in the 

constrained environment of a computer game. In a game, the state transitions will often 

be non-linear and non-Gaussian since the targets tend to take unrealistic actions such as 

completely changing direction in as little as one time-step. Also, when the position of a 

target is unknown, the probability distribution may be multi-modal. In other words, the 

pursuer may have information that the target may be in multiple places but not in other 

places [3]. In situations like this, the highly restrictive assumptions of the Kalman filter 

will generally not hold.  
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One variation of the Kalman filter, known as the Extended Kalman Filter 

(EKF), attempts to simplify the system model to extend the use of the filter. With the 

EKF method, a non-linear function is made to be linear in a local area of the function 

[12]. The performance of the filter using this approximation to the model is discussed in 

Russell and Norvig [11] and by Arulampalam et al. [12]. But in general, good results can 

only be obtained if the distribution is still fairly smooth and not multi-modal. 

Particle Filtering 

The main drawbacks of the Kalman filter are that it is prone to fail on 

complex models and the optimal solution is often intractable [12]. Rather than 

simplifying the model to conform to the constraints of the Kalman filter method, belief 

states consisting of complex probability distributions can be estimated using sampling 

techniques [11]. These methods, known as particle filters, address the serious limitation 

of not being able to represent non-linear, non-Gaussian, multi-modal distributions. A 

good discussion of several variations of the general particle filter method and a 

comparison to Kalman filters is provided by Arulampalam et al. [12]. 

Using particle-filter methods, a belief state can be approximately represented 

as a collection of samples known as particles. Each particle contains one possible state of 

the system being modeled. For instance, if the system being modeled is a moving target, 

the state of a particle will contain the target’s possible position. When evaluating the 

complete collection of particles, the count of particles in a region of the state space 

represents the probability of the target being in that region [11]. Besides location, 

particles may also contain information representing a target’s speed and direction [4].  
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Particles also generally have a weight associated with them. The weight 

represents the likelihood, or probability, that this particle represents the target’s true 

position. A key aspect of the general particle-filter method is that using sequential 

observations, such as sensor readings, the particle filter attempts to focus most of the 

particles in the high probability regions of the state space. It does this by discarding low-

weight particles and increasing high-weight particles [11], [13].  

One of the most well researched particle filter algorithms is known as the 

Sampling Importance Resampling (SIR) filter [7], [12], [13], [14], [15], [16]. A very 

good overview and discussion of this algorithm is provided by Arulampalam et al. in 

their comprehensive tutorial on particle filters [12]. The high level pseudo-code for the 

SIR algorithm described in Arulampalam et al. [12] is provided in Figure 3. In their  

 

 
 

Fig. 3. SIR algorithm high level pseudo-code.  

SIR Particle Filter Algorithm 
Prediction Phase 
DO N times: 
  Draw a particle from prior sample set 
  Apply motion model to particle 
END DO 
 
Update Phase 
DO N times: 
  Compute particle weight based on observation 
END DO 
 
Compute total weight of all particles 
DO N times: 
  Normalize particle weight so they all sum to 1 
END DO 
 
Resample Phase 
RESAMPLE sample set to obtain N unweighted particles
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tutorial discussion, the authors step through the evolution of the SIR algorithm describing 

many of the problems the algorithm addresses. 

The SIR algorithm is called once every time-step after a new observation is 

made. As a result, at each time-step a new set of samples is generated. Each new sample 

set represents a new posterior probability distribution called the belief state. The SIR 

algorithm works in three phases. In the first phase, known as the prediction phase, 

samples are drawn from the prior belief state and then transitioned to the state they are 

predicted to be in during the next time-step. This prediction is based on the transition 

model being used. For instance, the transition model might assume random motion or 

motion with a certain direction and speed. A random transition model takes the target’s 

current position from the particle and augments its coordinates with random values to 

predict where it might be next. 

Note that the prediction phase of the algorithm assumes there is a prior belief 

state. Accordingly, the particle filter must be initialized with a set of samples that 

represents the initial state of the system. In a pursuit-evasion game, the initial location of 

the target may be unknown. In this case, the initial belief state might use the uniform 

distribution if the target has an equal probability of being in any one position.  

Figure 4, adapted from Hsiao et al. [15], provides an example of the SIR 

particle filter operation during its different phases. The top panel in Figure 4 shows the 

initial prior belief state with a uniform distribution. The vertical lines in this part of the 

drawing represent unweighted particles. The horizontal axis represents the state space of 

the system. Note that the unweighted particles are evenly distributed throughout the state 

space. This represents the case where the location of the target is totally unknown. 
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Fig. 4. Sample importance resampling. 
 
Source: Adapted from H. Hsiao, H. de Plinval-Salgues, and J. Miller, “Particle Filters and Their 
Applications,” April 2005. Retrieved March 2, 2012 from http://ocw.mit.edu/courses/aeronautics-and-
astronautics/16-412j-cognitive-robotics-spring-2005/projects/a5_hso_plnvl_mlr.pdf. 

 
 

The second phase of the algorithm is the update phase. Here the weight of 

each particle is determined based on the last observation. The importance sampling 

method weighs each sample by its likelihood according to the observed evidence making 

sure that each particle is consistent with the observation. This is done for every particle 

by comparing the prior belief value to the observation and adjusting the weight 

accordingly. Observations such as sensor readings generally have uncertainty associated 

Prior 
belief 
state 

Importance sampling  
based on prior belief 
and observation 

The particle height represents importance 

Prior belief state is the uniform distribution in this case

Posterior 
belief state

Resampling: the highest weight particles get sampled more 
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with them. A particle representing a target location close to an observer will have a 

higher probability, and therefore a higher weight, than a distant particle. At the end of the 

second phase the particle weights are renormalized so that they always sum to one.  

The middle panel of Figure 4 shows the set of particles after they are drawn 

from the prior belief state and assigned weights based on observations. The vertical lines 

represent particles with weights proportional to their line lengths. The thick curvy line 

represents the belief state after the new observation has been applied. Again, the 

horizontal axis represents the state space of the system being modeled. 

The third phase of the SIR algorithm is known as resampling. This is the 

operation performed by the call to “RESAMPLE” at the bottom of Figure 3. Recall that a 

key characteristic of the particle filter is that it concentrates the particles in the high 

probability regions of the state space by discarding low-weight particles and increasing 

the number of high-weight particles [11]. Accordingly, the particle densities must be 

adjusted via resampling. In this phase, the particles from the update phase are resampled 

repeatedly in proportion to their weights. Particles with a high weight will be chosen 

frequently and low-weight particles will be seldom chosen, if chosen at all. This creates a 

new set of particles that properly represents the belief state according to the particle 

density.  

The bottom panel in Figure 4 shows a new set of particles representing the 

belief state after resampling is complete. Observe that the resampled particles are no 

longer weighted. As in the middle panel, the thick curvy line represents the posterior 

belief state, that is, the belief state after the last observation has been applied. Still, it is 

the same function as in the sampling phase. The only difference is that after resampling, 
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the function is now represented by the density of unweighted particles rather than by the 

importance weight of weighted particles. Now there are more particles in the higher 

probability regions and few or none in the areas of low probability. This satisfies a major 

objective of the filter. 

A major drawback of early particle filter algorithms is that if too many 

particles are discarded, there may not be enough particles remaining to represent the 

belief state. The resampling phase of the SIR algorithm addresses this particle 

degeneracy phenomenon where at each iteration of the particle filter the variation in the 

weight assignments only increases [12]. In other words, the heavy particles continue to 

get heavier while the light particles continue to get lighter. The problem was reported by 

Doucet et al. [13] in their description of a SIR algorithm then known as a bootstrap filter. 

After a few iterations, all except one particle will have insignificant weights. If these low 

weight particles were not removed from the set of samples, a large amount of 

computation time would be used for particles that contribute little to the belief state [12].  

The example in Figure 5, adapted from Doucet et al. [13], depicts the SIR 

particle filter operation and illustrates the need for resampling. The example starts at the 

top of the drawing with the prior sample set consisting of ten, yellow, unweighted 

particles. These particles were computed in the previous iteration of the algorithm. They 

approximate the prior belief state probability distribution function (PDF) shown directly 

below the samples. Next, a new set of samples are drawn from the prior belief state. 

These green, weighted particles are updated with new weights computed while taking the 

observations into account. Note that the number of particles has degenerated from ten to  
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Fig. 5. SIR particle filter example.  
 
Source: Adapted from A. Doucet, J.F.G. de Freitas, and N. Gordon, “An Introduction to Sequential Monte 
Carlo Methods,” Sequential Monte Carlo Methods in Practice, A. Doucet, J.F.G. de Freitas, N.J. Gordon, 
eds., New York: Springer-Verlag, pp. 3-14, 2001. 

 
 

seven with one of particles being much larger than the others. Without resampling it will 

take very few cycles before just one big particle remains. 

The resampling step is shown in the middle of Figure 5. A new set of particles 

is obtained by resampling the prior set according to importance weight. Observe that the 

largest particles are sampled multiple times. This is how the particle filter algorithm stays 

focused on the areas of the state space with the most promise. Finally, in the next cycle at 

the bottom of the figure, the next prediction phase applies the motion model, or transition 
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model, to the set of unweighted particles which now approximates the PDF shown 

directly below the particles. 

The SIR’s resampling step works well in reducing the particle degeneracy 

problem describe earlier, but it can potentially cause a loss of sample diversity known as 

particle impoverishment [12] [16]. During the resampling phase the largest particles are 

copied multiple times resulting in many particles representing the exact same target 

position. Taken to the extreme, it can cause “particle collapse,” or “particle starvation,” 

where all particles represent the same target position [12]. This can be a problem for a 

tracking algorithm. If the next observation disqualifies the one location that all particles 

represent, every particle will be discarded from the sample set at once. This results in a 

complete loss of the target belief state. 

POMDP Planners 

Pursuit-evasion problems have been well studied in many different fields [8]. 

In robotics, agents with visual and range sensing equipment are considered the pursuers 

while their targets are considered evaders [9]. Pursuit-evasion scenarios in robotics 

applications are sometimes modeled as a partially observable Markov decision-making 

process (POMDP) [7] [8] [10]. For these applications, a POMDP planner uses planning 

combined with Monte-Carlo simulation to determine the best next move that leads to 

finding the target while maximizing the agent’s reward. Similar to the particle filters 

described in the previous section, POMDP planners map histories of past actions and 

observations into belief states which are in turn used to base decisions for future actions. 

Exact solutions to even moderately sized POMDP problems are intractable 

[8]. Because of this, there has been new research on computing approximate solutions 
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that combine belief state estimation using particle filters with Monte-Carlo simulation 

[10] [7]. In contrast to particle filters, POMDPs also use planning to maximize the reward 

for the next move. Successful planning can be achieved by simulating a large sample of 

candidate moves and their resulting observations and then estimating future rewards over 

a large time horizon. For example, a POMDP planner used as the engine for a game 

program may use simulation to playout thousands of complete games before making a 

real move. The rewards for each simulated game would be evaluated. Using this 

information, the planner would determine which candidate move will most likely result in 

the highest reward. Promising results have been recently reported using these Monte-

Carlo-based POMDP planners [10]. Still, a POMDP planner was not selected for use in 

this project since the additional computational requirements can be quite onerous and 

may not be acceptable for use in most real-time game applications. 

 
Related Research 

Good results are reported using particle filters in the field of robotics for 

applications such as mobile robot localization [14] and location-and-retrieval tasks [7]. 

Bererton realized that game AI is similar to robotics in a couple of important respects. 

First, they both have the need to perform state estimation in a partially observable 

environment. Second, they both have a limited number of CPU cycles available for 

running AI algorithms. For this reason, Bererton introduced the use of particle filters to 

computer game applications [3]. The particle filter technique chosen for Bererton’s work 

was the SIR filter described at length in Arulampalam et al. [12]. According to Bererton, 
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the SIR algorithm was chosen primarily because it is easy to implement and exhibits low 

computational complexity [3]. 

Bererton discusses the cheating problem in AI games and uses the example of 

an agent that always seems to know which room to search first to find the hiding player. 

In the example, the agent never searches the room where the opponent never hides but 

never skips the room where the opponent always hides. The work points out that the 

agent does not have the capability to guess a player’s hiding location. It argues that 

including this capability will open up many options for game designers [3]. 

Bererton reported good particle filter results in experiments dealing with 

multiple computer agents searching for the location of a target. Some of the key 

characteristics of Bererton’s implementation include the particle filter’s initialization, 

motion model, and resampling procedure. At the beginning of a game, it is assumed the 

location of the target is unknown. Hence, in this implementation, particles are generated 

with random positions so that the initial belief state is the uniform distribution. The 

motion model which is applied during the SIR’s prediction phase is Brownian motion [3]. 

In other words, random shifts in position are made to add noise to the target locations 

represented by the particles.  

According to Bererton, particle starvation was observed during the 

experimental games [3]. This is not surprising since the implementation performs 

resampling according to the SIR algorithm which is known to be susceptible to the 

previously discussed particle impoverishment problem reported by Arulampalam et al. 

[12]. Also, Bererton did not provide a method for repopulating particles discarded during 

filtering. Instead, Bererton reported good results by simply restarting the particle filter 
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using a new random set of particles whenever the particle filter reached a minimum 

threshold of particles [3]. 

Bererton used a simple algorithm for selecting the next action once the belief 

state was estimated. In Bererton’s implementation the agent always attempts to move to 

the center of the particle “cloud.” This location is derived by computing the mean of the 

probability distribution [3]. Although this method has been reported by others to be 

problematic in some applications with bimodal distributions [17], good results, exhibiting 

humanlike behavior were reported by Bererton. According to Bererton, the agent would 

move into an area, clear out the particles, and then moved to a totally new area [3]. 

Darken and Anderegg recently reintroduced the idea of using particle filters to 

track an opponent in game AI [4]. Unlike Bererton, their work is focused on giving 

particles extra intelligence to imitate the target’s behavior. The study describes the 

particle filtering method in very general terms and lists some advantages and 

disadvantages of using particle filters. Interestingly, the authors state that the existing 

particle repopulation methods described by Arulampalam et al. [12] has the potential to 

create particles where none should exist given the prior observations [4]. Borovies reports 

this same possibility [5]. 

Darken and Anderegg extend the work of Bererton by proposing the idea of 

adding state machines to particles thus creating so called simulacrum. A simulacrum, 

according to the authors, is a particle that represents an agent’s behavior model [4]. This 

model can be much more complex than the motion model applied during the prediction or 

replacement phase of the particle filter. A simulacrum may contain state variables 

governing a particle’s behavior as well as a position. This allows the simulacrum to move 
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around in much more complex ways than a simple particle [4]. This is an interesting idea 

and would be fairly straightforward to investigate. The greatest risk with the idea is that if 

the behavioral model is overly complicated, the CPU requirements may be prohibitive. 

Borovies investigates the use of particle filters for target state estimation in 

military simulations and found their use in defense simulations to be limited [5]. This 

work was primarily focused on the visualization of the belief state employing particle 

tracks to study sensing interactions between different ships. The simulations were not 

used to take any specific actions such as attacking or sinking ships.  

Figure 6 shows an example of a Borovies-like particle track illustrating the 

particle disqualifying and refocusing effects of the particle filter [5]. In this example, the 

blue submarine is moving into a new area of the ocean and makes a positive sonar 

observation. The probability of the red submarine’s actual position is represented by the 

density of yellow particles that make up the track.  

 

 
 

Fig. 6. A particle track. 
 
Source: Adapted from D. Borovies, “Particle Filter Based Tracking in a Detection 
Sparse Discrete Simulation Environment,” Master’s thesis, Naval Postgraduate 
School, Monterey California, 2007. 
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While Borovies’ algorithms are based on the same SIR technique used by 

Bererton, they are still quite different in their implementation. This is because the particle 

tracks are modeled using an event-driven simulation covering a very large environment 

representing considerable areas of ocean. Consequently, in the simulations, target 

detections were very sparse. Because the simulation was event driven, it did not run in 

real-time and it covered long time periods between calls to the particle filter [5]. 

Even though Borovies’ implementation is very different from the 

implementation of this project, it is still related research since Borovies provides a 

lengthy discussion of different particle repopulation techniques [5]. Borovies’ 

implementation of these domain specific techniques are rather complex. Four different 

methods to repopulate particles discarded during filtering are described. The first method 

is similar to the resampling technique used in the SIR particle filter. This method is 

chosen whenever an observation results in a small alteration to the sample set. Here, a 

threshold is used to detect the level of change. The remaining three methods address the 

previously discussed particle impoverishment problem caused in the SIR’s resampling 

phase. These methods are used when the impact of an observation is high. All of these 

methods are very specific to Borovies’s implementation, but in general they attempt to 

repopulate the sample set with a more diverse set of newly created particles. These 

particles are not drawn from the current sample set, but are created based on positions 

consistent with past observations. Borovies’ implementation also differs from other SIR 

implementations in that it does not maintain a constant number of particles with each 

iteration of the particle filter. The repopulation routines are only run when the number of 

samples falls below a threshold [5]. 
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Silver and Veness reported good performance with their POMDP planner in 

both a Battleship game and a partially observable version of Pac Man [10]. In this work, 

the authors use an unweighted particle filter combined with Monte-Carlo simulation to 

approximate the belief state. As with the SIR filter, particles are updated after each action 

and observation. But unlike the operation of the SIR filter, which applies only 

observations to particles, these particles are updated based on rewards as well as 

observations. With this method, a particle is selected at random from the belief state and 

passed into the simulator. The simulator plays thousands of games, taking rewards into 

account, before updating a particle [10]. Although this work implemented a much more 

sophisticated particle filter algorithm that includes the simulated game playout, it 

provided the insight that a particle filter can be designed without employing weighted 

particles. 

This project implements an unweighted particle filter algorithm for 

approximating the current belief state of a hidden target in a pursuit-evasion game. In 

gaming applications, particle filter algorithms have several advantages over other state 

estimation methods. They are much less constrained than Kalman filters. They are 

flexible enough to represent any non-linear, non-Gaussian, multi-modal distribution. 

They are much simpler than POMDPs and therefore will be much less demanding of 

CPU time. They also have several advantages over the use of other techniques such as 

occupancy maps that are commonly used in games for state estimation [4]. They do not 

require a fixed environment. The number of particles in the environment is independent 

of the number of grid cells. This makes particle filters suitable for games with open 
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environments [5]. The number of particles can also be adjusted to the amount real-time 

available for AI [3].  

The particle filter algorithm implemented for this project shares many of the 

characteristics of the general SIR particle filter described by Arulampalam et al [12] and 

implemented for game AI by Bererton [3]. Nevertheless, it has some important 

differences. Similar to the SIR filter, it includes prediction, update, and resampling 

phases and maintains a constant number of particles with each iteration of the filter. One 

key difference of the algorithm is that it does not compute and store individual particle 

weights to represent probabilities. Nor does it normalize weights at the end of the update 

phase. Instead, probabilities are represented by integer counts of unweighted particles 

stored in a belief state array. This simplifies the algorithm and reduces the real-time 

demands on the CPU.  

The algorithm also addresses the problem of sample impoverishment caused 

by the SIR filter. In doing so, it implements a unique resampling phase that performs a 

different type of particle repopulation depending on the outcome of the previous 

observation. It uses the previous observation to determine when there is a significant 

change in the filter. Recall, Borovies used an arbitrary threshold to detect a significant 

change in the filter. It also addresses the problem reported by both Borovies [5] and 

Darken and Anderegg [4] of repopulating with new particles that do not conform to the 

constraints of the last observation. The details of the particle filter algorithm implemented 

for this project are described in the next chapter.  
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CHAPTER III 
 
 

A GAME AI SOLUTION 
 
 

This chapter describes all of the algorithm designs and enhancements 

developed by the author to solve the problem of tracking a target in a partially 

observable, real-time game environment. This solution, Combined Particle Filter and 

Move Selection (CPFAMS), is broken into three major components: 

 Belief state approximation 

 Belief state-based move selection 

 Path finding 

Of the three components, the most difficult problem is estimating the current 

belief state. In a real-time game environment, an agent needs a method to quickly 

approximate the current belief state given everything it knows. As previously noted, the 

proposed solution for this part of the project is to use an unweighted particle filter 

algorithm to approximate the belief state based on previous moves and observations. 

After the belief state is constructed, an estimate of the target’s location is 

needed before any action can be taken. This work examines various target position 

estimation algorithms that use the belief state to select a location that will place the agent 

in close proximity to the target’s real location. In addition, these algorithms address some 

of the problems seen when working with multi-modal distributions.  



28 

 

Once armed with the target’s estimated location, the agent needs to find a path 

that navigates through a maze of obstacles or uneven terrain. As a result, the project 

implements an A* search algorithm to find the optimal path to carry out the chosen 

action. The details of all three CPFAMS components plus some of their variations are the 

subject of this section. 

 
Unweighted Particle Filter 

Similar to the SIR particle filter algorithm described in Chapter II, the 

unweighted particle filter developed by the author is called once a time-step. In game AI, 

a time-step might be as short as an animation frame or as long as it takes a human 

opponent to make a move. Also, there is nothing inherent in the particle filter algorithm 

that requires time-steps to be uniform. At every time-step a new set of particles are 

generated to approximate a new belief state. Figure 7 shows the high level pseudo-code 

for the unweighted particle filter algorithm. Although the operation of the algorithm is 

different, it can still be described using the same three phases employed by the SIR 

particle filter. 

Prediction Phase Transition Models 

In the prediction phase, samples are drawn from the prior belief state and then 

transitioned to their predicted state. This project implements and tests three different 

transition models: a random motion model, a directional motion model, and a “no 

motion” model. With the random motion model, the target’s current position is taken and 

its coordinates augmented with random values to predict where the target might have 

moved. With the directional motion model, the particle’s position is modified in the  
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Fig. 7. Unweighted particle filter high level pseudo-code. 
 
 

direction it is currently traveling. The position coordinates are augmented by an amount 

the target might have moved since the last step. And finally, no state transitions are made 

using the “no motion” model. At the beginning of each game, there is no information 

available regarding the possible location of the target. Consequently, in this 

implementation, particles are generated with random positions resulting in an initial 

belief state with the uniform distribution. 

Observations 

In the next phase, the current observation is applied to the particle. In this 

implementation, an observation consists of eight actual sensor readings: a visual reading 

in each of four directions and a sonar reading in each direction. With the visual sensor, 

the agent can see as far as the first obstacle or boundary in its line of sight. Probabilities 
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are built into the observations. The probability of seeing the target decreases with the 

distance between the agent and the real target. In this implementation, the sonar sensor 

can see under obstacles. The width of the sonar signal expands with distance from the 

agent, but as with the visual sensor, the probability of detecting the target decreases with 

distance. In this case, it decreases with the Manhattan distance. Manhattan distance, also 

known as city block distance, is the distance traveled on a grid when diagonal moves are 

not allowed [11]. The data returned from the observation operation includes the 

observation type and direction, or an indication the target was not detected. Only one 

observation type is reported. If a visual observation is made, a sonar reading is not taken.  

Figure 8 illustrates the possible observations that can be made with the visual 

and sonar sensors. The figure depicts the relative probabilities given the target’s actual  

 

 
 
Fig. 8. Observation probabilities. 
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distance from the agent. The probabilities are shown in shades of gray and the agent’s 

position is shown in blue. The visual detector makes readings in rows to the east and west 

of the agent and in columns to the north and south. Note the visual observation does not 

extend past the red obstacle. The actual visual detection probabilities used in the 

implementation for this project start at 0.97 for the first cell from the agent and decreases 

by 0.03 for each cell as the distance increases. For example, if the actual target is five 

cells away from the agent, the probability of the target being seen visually by the agent is   

1 – (.03 * 5) = 0.85 which means there is a 15 percent chance that the target will not be 

detected even though it is within range. The probabilities were derived empirically by 

both simulation performance analysis and observation of the agent’s behavior, which 

means there is a 15 percent chance that the target will not be detected even though it is 

within range. The probabilities were derived empirically by both simulation performance 

analysis and observation of the agent’s behavior. 

Observe in Figure 8 that the sonar sensor has a cone, or triangle, of detection 

in each of the four directions. Also, its observations extend beyond obstacles. The sonar 

detection probabilities used in this implementation also start at 0.97 for the first cell from 

the agent and decreases by 0.03 for each cell as the Manhattan distance increases. For 

example, if the actual target is five rows and three columns away from the agent, the 

probability of the target being detected by sonar from the agent’s current location is 1 – 

(.03 * 8) = 0.76. 

Recall that with the SIR filter, particles are updated with new weights 

computed to represent the last observations. A key difference of this algorithm is that it 

does not compute and store individual particle weights to represent probabilities. It also 
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eliminates the step for renormalizing the weights after the observation has been applied. 

Instead, probabilities that a target is in a certain position are represented by counts of 

unweighted particles stored in a belief state array. In this design, probabilities are applied 

to a particle by testing the particle against the simulated outcome of the observation. 

Outcomes and Consistency 

The observation’s outcome is determined by the probability that the target will 

be seen, or not seen, with this observation. There are three possible types of outcomes 

when applying an observation to a particle. First, if the particle is associated with the cell 

the agent is currently occupying, the agent knows the target is not also there so the 

particle is flagged as being inconsistent. Only particles that agree with observations 

remain consistent. Second, if the target is detected visually or with sonar, the particle is 

flagged as consistent according to the probability this particle can be seen at its distance 

from the agent. Third, if no detection is made by the agent, the particle is consistent if, 

given the probability accorded to its distance from the agent, a target with this particle’s 

location would not have been seen by a visual or sonar observation. Inconsistent particles 

are removed from the filter. If a particle is deemed consistent with the observation, the 

particle count is updated for the simulated target position in the belief state array. 

In practice, a “nothing sighted” observation is ignored if it comes immediately 

after an observation where the target is detected. In this case all of the particles will 

remain consistent. Such a nothing sighted signal coming immediately after a detection 

event is almost always due to an erroneous sensor reading. Consequently, taking action 

on such a signal can cause the complete belief state to be swept clean in the area of the 
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bad observation resulting in a loss of tracking. This minor modification to the algorithm 

made a large improvement in its performance. 

Resampling Phase 

After the set of particles has been updated, the filter advances to the 

resampling phase. This phase guarantees that the particle filter maintains a fixed number 

of samples after each iteration of the filter. As opposed to the SIR implementations, an 

advantage of the unweighted filter is that resampling is only needed for replacement 

particles. This phase implements two different types of particle replacement methods 

depending on the outcome of the previous observation. If the target is not sighted in the 

last observation, a less drastic change to the belief state will occur. In this situation, the 

resample algorithm shown in Figure 9 is used. Here, random particles are drawn from the 

current set of particles, the particles are copied and the motion model is applied to 

transform each particle. This allows some particles to migrate back into areas that were 

previously swept clean. 

 

 

Fig. 9. Resample operation. 
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Particle Repopulation 

The resampling algorithm is replaced by the repopulate algorithm when an 

observation might cause a drastic change to the belief state. For instance, when the target 

is first detected, the area of the state space the target can occupy becomes very limited 

resulting in a large number of inconsistent particles. During repopulation, as shown in 

Figure 10, many new particles are created to replace all of the inconsistent particles that 

were disqualified in the prior phase. Possible new target positions are randomly drawn 

from a list of all positions that might be consistent with the observation. They are not 

drawn from the set of current particles, which may be very limited at this point. This 

creates a more diversified set of particles, thus dealing with the so called particle 

impoverishment problem caused by the SIR filter.  

 

 

Fig. 10. Repopulation operation. 



35 

 

This method also addresses a previously discussed problem reported by both 

Borovies [5] and Darken and Anderegg [4]. This is the problem exhibited by some 

particle filters of repopulating with new particles that do not conform to the constraints of 

the last observation. In this implementation, the repopulated samples are qualified by the 

last observation so they therefore must be consistent. Still, after a number of iterations, it 

is possible for the filter to be starved of particles. This occurs when target tracking is lost 

and there are no consistent particles in the particle set left to clone. In this situation, the 

particle filter is simply reset to the initial distribution. 

Figure 11 takes the SIR particle filter example shown in Figure 5 and adapts it 

to provide an analogous example for the unweighted particle filter. The set of ten yellow 

particles at the top of the drawing represents the initial belief state. In this case, it is the 

uniform distribution. In the middle of the drawing, seven of the particles represent those 

that remained consistent after the last “target not seen” observation was applied. Note 

three particles from the upper left are disqualified by this observation. Also, the three 

particles with arrows going into them are the result of the resample operation. These 

particles are modified clones of their randomly picked parents. 

There are two categories of particles shown at bottom of Figure 11. Five of 

the particles represent particles that remained consistent after the “target detected” 

observation was applied. This implies five other particles were disqualified by that 

observation. These were particles with a low probability of representing the target’s 

location. The five particles in the last row represent the result of the repopulate operation. 

These particles are not resampled from the remaining particles in the set. They are 

randomly drawn from a list of all positions that conform to the observation. 
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Fig. 11. Unweighted particle filter example. 

Source: Adapted from A. Doucet, J.F.G. de Freitas, and N. Gordon, “An Introduction to 
Sequential Monte Carlo Methods,” Sequential Monte Carlo Methods in Practice, A. 
Doucet, J.F.G. de Freitas, N.J. Gordon, eds., New York: Springer-Verlag, pp. 3-14, 
2001. 

 
 

Action Selection Algorithms 

Target Position Estimation 

After the current belief state has been constructed, there are many possible 

ways to use the belief state to estimate the target’s position. The position can be found by 

simply selecting the location with the highest count of particles. It can also be found by 

computing a weighted mean of the cluster of particles with the highest probability [17]. 
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Bererton attempts to find the middle of the particle cloud by computing the mean of the 

distribution [3]. Unfortunately, such a method can cause the target’s position to be 

estimated poorly if the position is computed as the average of multiple modes [17].  

This project examined various target position estimation algorithms that use 

the belief state to find a location that will place the agent in close proximity to the target’s 

real location. Three variations of the algorithm were implemented and compared: 

1. Random best count 

2. Closest best count 

3. Closest best bracket 

These algorithms avoid computing averages, thus reducing the CPU load. 

They also attempt to avoid the problems that occur when working with multi-modal 

distributions. 

The easiest way to select the most likely target position is to choose the 

location with the highest particle count. Still, it will often be the case that many locations 

throughout the belief state array share this same “best” count. The first algorithm 

considered maintains a list of all of the best locations and chooses one of them at random. 

Since modes are not averaged, there is at least a chance the estimate represents the 

position of the target. The downside of this algorithm is that the agent ends up randomly 

exploring the environment, moving across previously explored areas, and wasting 

resources. 

The second algorithm applies domain knowledge to the first algorithm to 

make the agent’s search more efficient. That is, the algorithm takes into account that 

conserving resources will improve the agent’s score. Since the agent expends resources 
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for every grid cell traversed, it is more efficient to select the best move candidate that is 

closest to the agent. In the demonstration game simulations, this algorithm performs 

much better than the first. 

Probability Brackets 
The third algorithm makes a unique improvement to the second algorithm. It 

allows more locations to be considered as the best move candidates by evaluating each 

location in terms of probability brackets. For example, all locations with a count of 40 to 

50 particles might be considered one bracket. If it is the highest bracket attained by any 

belief state location, than any other locations with 40 to 50 particles are considered part 

of this elite set. This has the desired effect of increasing the number of candidates that are 

among the best. It results in the agent examining the possible target locations closest to 

the agent first. The high level pseudo-code for this algorithm is shown in Figure 12. 

 

 

Fig. 12. Move selection with probability brackets. 

Action Selection Algorithm 
FOR all grid cells in the belief state 
  Find the value of the highest particle count 
END FOR 
 
Get high and low limits of this count’s bracket 
 
FOR all counters in the belief state 
  IF count is within this bracket’s limit 
    Compute Manhattan distance from agent to 
cell  
    Record cell number of cell closest to 
agent. 
  END IF 
END FOR 
RETURN closest cell number 
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The probability brackets defined for this implementation are provided in Table 

1. Particle counts are placed in twelve brackets. The Low Count and High Count columns  

 

TABLE 1 
PROBABILITY BRACKET ASSIGNMENTS 

Probability Bracket Low Count High Count Probability 
  1 0 0 Low 
  2 1 1  
  3 2 4  
  4 5 9  
  5 10 14  
  6 15 19 Medium 
  7 20 24  
  8 25 29  
  9 30 49  
10 50 74  
11 75 99  
12 100 >100 High 

 
 

define the range of each bracket. For example, a belief state cell count of 17 is assigned 

to probability bracket number 6. In this implementation, brackets have a very small range 

for the lower particle counts and a large range for the higher counts. Still, the brackets 

can be easily modified to fine tune the performance of the action selection algorithm. 

Since the brackets are designed for a specific number of initial particles, the bracket 

values shown in the table may need to be scaled accordingly for different initial particle 

counts. The brackets in Table 1 were designed for a particle filter using 250 particles. 

 
A* Search Pathfinding Algorithm 

The environment for the demonstration pursuit-evasion game, shown in 

Figure 13, is a grid of square cells where individual cells are represented by nodes in the 

search space. Observe that the environment contains walls and obstacles which are not  
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Fig. 13. Grid cell environment. 
 
 
legal positions for the target or the agent. Also, the agent and the target can only move 

up, down, right, or left, one cell at a time. In other words, diagonal moves and moves 

through obstacles are illegal. 

Once the agent has determined its next desired position, it must find a path to 

this location that avoids walls and obstacles. This project implements the A* search 

algorithm to perform this task. The A* algorithm is used here because it is well suited to 

a grid cell environment and, if implemented properly, it always finds the shortest path to 

the agent’s destination if a path can be found at all. A detailed description of the basic A* 

algorithm and its use for pathfinding in games is found in Bourg and Seemann [1]. 

In general, the A* search algorithm finds a path by beginning its search at the 

agent’s start cell examining all of the agent’s neighboring cells. From these locations, it 

chooses the best candidate for the next cell in the path by examining all of its neighbors. 

The search continues until the agent’s desired position is reached. To achieve all this, the 
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algorithm must keep track of cells that have been examined and cells that still need to be 

examined. Consequently, cells that have been seen are usually kept on a closed list and 

cells that require examination are kept on an open list.  

The high level pseudo-code for this project’s A* implementation is shown in 

Figure 14. Once the open list has been initialized with the agent’s start cell, the algorithm 

repeatedly searches the open list for the candidate cell with the best prospects. If the 

chosen cell happens to be the agent’s destination then the algorithm is finished. 

Otherwise, the selected cell is moved from the open list to the closed list since all of the 

cell’s neighbors will be examined. 

Subsequently, all eight neighboring cells are checked to see if they are legal 

locations for the agent to occupy. If so, they are added to the open list. Otherwise, they 

are ignored. In this implementation, neighboring cells are considered illegal if the 

neighbor is a wall, or an obstacle, or it requires a diagonal move to reach. Neighbors that 

are already on the closed list are also ignored. If the cell is to be added to the open list, 

some cost information and a link to its parent are updated. Once the algorithm completes, 

the parent links will be used to recover the complete path working back from the 

destination. If the cell is already on the open list, the algorithm makes an important check 

to see if this is a better path than the one going through its prior parent. If it is a better 

path, the cost information and link to the new parent are updated. 

As previously noted, the open list is always searched to find the candidate cell 

with the best prospects. With A* search, a cell’s prospects are evaluated by combining 

two functions. Specifically, A* uses the function f(n) = g(n) + h(n) which measures how 

good the path is so far and estimates the remaining distance to the destination. The first 
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Fig. 14. A* search high level pseudo-code. 
 
 
function g(n) is the cost to reach this cell so far. In this implementation, it is simply the 

count of the number of cells the agent moved to reach this cell. The second function h(n) 

A* Search Algorithm
IF start cell is same as target cell 
  RETURN empty path 
END IF 
Add the start cell to the open list 
WHILE open list is not empty 
  Get cell with lowest cost f(n)from open list 
  IF cell is target 
    BREAK out of WHILE. Found a path.  
  END IF  
  Remove cell from open list. 
  Put cell on the close list 
  FOR all eight neighbor cells adjacent to this cell 
    IF neighbor is not out of bounds 
      IF neighbor is not diagonal from cell 
        IF neighbor is not an obstacle 
          IF neighbor is not on the closed list 
            IF neighbor is not on the open list 
              Add neighbor to the open list 
              Update parent link 
              Update cost up to now g(n) 
              Compute h(n)as Manhattan distance to target 
              Compute f(n) = g(n) + h(n) 
            ELSE 
              IF this is better path than already recorded 
                Update g(n) and f(n) costs 
                Update parent link 
              END IF 
            END IF 
          END IF 
        END IF 
      END IF 
    END IF 
  END FOR 
END WHILE 
IF open list is not empty 
  Compute path using parent links working back from target 
  RETURN Path 
ELSE 
  RETURN empty path 
END IF 
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is a heuristic function that estimates what is needed to reach the destination. Here, the 

heuristic used is the Manhattan distance between the current cell’s position and the 

destination position. Recall, Manhattan distance is the distance traveled when diagonal 

moves are not allowed. Manhattan distance is used here since it is simple to compute and, 

since diagonal moves are forbidden, it can never overestimate the actual cost. It is the 

latter characteristic of the heuristic function that ensures the A* search always returns the 

shortest path. The heuristic is said to be admissible. A detailed discussion of A* cost 

evaluation functions and the development of a good heuristic is found in Russell and 

Norvig [11].  

Once the target location is found, the parent links are used to trace back from 

the destination to the agent’s starting location. This path is then reversed to compute the 

full forward path. If the algorithm completes with an empty open list, no path was found 

and an empty path is returned. 
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CHAPTER IV  
 
 

EXPERIMENTAL RESULTS 
 
 

Test Environment 

The project implements both a GUI-based and a CLI-based pursuit-evasion 

game application to serve as test environments for CPFAMS. The gameplay described in 

this section, however, is explained in the context of the GUI demonstration. Nevertheless, 

the CLI (command line) version is the very same code without the interface to the GUI. 

The CLI is used to run the game many thousands of times so meaningful performance 

measurements can be made to accommodate the optimal selection of parameters and 

algorithms. 

The pursuit-evasion application as shown in Figure 15 is played in a 12 by 20 

grid cell environment that includes red wall cells, red obstacle cells, and green ocean 

cells. The object of the game is for an agent controlling an attack submarine to find and 

sink a missile submarine. The agent attempts this task using the complete map of the 

environment along with its sonar and visual sensor capabilities. 

The GUI also provides a mode of play where a human player can take the 

place of the computer agent controlling the attack submarine. This mode was 

implemented so that the performance of the agent could be compared against the 

performance of a human player. Nevertheless, in the following description the player 

controlling the attack submarine is the computer agent. 
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Fig. 15. Pursuit-evasion game application. 
 
 
Gameplay 

The game starts by generating a random starting position for the enemy 

missile sub, also known as the target. Observe in Figure 15 the target’s current position is 

represented by the image of a grey submarine. The agent controls the attack sub and starts 

each game at the grid cell in the upper left corner of the map. There is no submarine 

image displayed for the agent. Instead, the attack sub’s current position on the grid is 

traced with the dark blue cells. The attacker’s moves always end with the display of a 

symbol representing the outcome of its current observation.  

The agent first selects a destination grid square based on the current belief 

state. The attack submarine moves without taking any sensor readings until it reaches the 

selected destination. In other words, the attacker runs blind to its destination. Once at the 
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destination, the attack sub makes visual and sonar observations in all directions. Visual 

observations are made only in the row and column the attacker occupies. The visual 

sensor cannot see past the obstacles. Sonar observations expand out from the agent 

growing wider with distance. All sensor readings have uncertainty in the form of false 

negatives built in. The uncertainty increases with the distance between the attacker and 

the target. False positives are not modeled with the sensors. 

If nothing is detected visually or with sonar, a  symbol appears at the 

current position of the attack sub. If the visual sensor detects the missile sub, a  symbol 

appears pointing in the direction of the missile sub. If a sonar reading is positive, a  

symbol appears also pointing in the direction of the target. The agent continues this cycle 

of selecting a move, computing an A* path, and blindly following the path to the new 

destination where it makes new observations. The game is over when the attack sub 

reaches the same grid square as the missile sub as its destination. In other words, the 

attack sub cannot sink the missile sub while it is running blind. It must be at its 

destination when it sinks the missile submarine. 

If the attack sub is running blind and crosses the missile sub, the attack sub is 

vulnerable to being sunk. This depends on whether the missile sub is also running blind. 

If it is, the two submarines just pass each other like ships in the night. If the target is not 

running to a location, the attack sub is sunk and the game is over. The game is also over 

if the attack sub runs out of fuel before sinking the missile sub.  
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Target Control 

The missile submarine (target) is a known as a non-player character (NPC) 

and is therefore controlled completely by the computer. Still, in this demonstration 

program, the missile sub does not use a particle filter to determine its next move. Instead, 

its moves are controlled by a finite state machine (FSM). In this program the FSM is a 

simple construct that allows the target to change its behavior depending on target’s 

current state. In general, the missile sub’s behavior can be described as random 

maneuvering. It randomly selects a legal location to move to on the grid, computes an A* 

path, and travels to the selected location in a number of steps. The missile sub roams 

around at one sixth the speed of the attack sub until it is actively pinged with sonar by the 

attack submarine. 

Once a ping is detected by the target, the target’s FSM switches to a different 

state where the evading missile sub speeds up to half the speed of the attack submarine. 

By speeding up once it is pinged, the missile sub greatly increases the difficulty for the 

agent to stay locked onto the target. In addition to this target behavior, for the purpose of 

experimentation, the GUI also provides an option for the target missile sub to remain 

stationary throughout the game. 

Scoring 

Scoring for the game is shown in Table 2. As the game is played, the agent 

collects rewards and is charged resource costs. A perfect score is 149 points in the 12 by 

20 grid environment. This can only occur if the target is initially placed one grid square 

away from the attack sub’s start position and the agent’s first move is directly to that 

square. The lowest possible score is zero points. This can occur if the attack sub runs out  



48 

 

TABLE 2 
REWARDS AND COSTS USED TO SCORE THE GAMEPLAY 

Game Situation Reward Cost 
Initial fuel allotment 100 0 
Attacker moves one space 0 1 
Attacker makes observation 0 5 
Positive visual observation 3 0 
Positive sonar observation 2 0 
Attack sub sinks missile sub 50 0 
Missile sub sinks attack sub 0 50 

 
 

of resources before it sinks the target. It can also occur if the attacker in sunk by the 

missile sub and the attacker’s resources have already fallen to 50 or below. 

Observe in Table 2 the high cost of the attack submarine being sunk by the 

missile submarine. This added danger is included to provide more opportunity for 

strategy in the game. This strategy is captured by two of the state estimation algorithms 

where domain knowledge is used to improve the agent’s performance. It also reduces the 

element of random luck by not allowing the attacker to accidentally sink the missile sub 

while it is running blind. 

A Complete Game 

Figure 16 illustrates the progress of one game from start to finish. Note the 

steps in each move are numbered and a lower-case letter indicates the move. At the 

game’s start, an initial belief state is generated that represents the uniform distribution. 

(The next section will show a belief state visualization of a complete game; this section 

focuses on the game screen.) The initial belief state results in some cells with slightly 

higher particle counts being distributed evenly throughout the grid. Consequently, the 

agent’s first move is almost always nearby and subsequent moves are frequently selected 

from adjacent regions of the grid until a visual or sonar detection is made. Note that this  
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Fig. 16. Complete pursuit-evasion game. 
 
 
behavior is completely captured by the belief state estimation and move selection 

algorithms. The behavior is both desirable and realistic. 

The agent makes its first observation in cell 3a, two grid squares to the right of 

its starting point. There is no sign of the target indicated by this observation. Still, when 

the particle filter updates, the belief state will change. This is because all of the cells near 

the agent’s current position become low probability cells. For its second move, the agent 

chooses the cell at 15b in an area in the upper right region of the grid. The agent follows 

the A* path to this location over the next fifteen steps. During this time the missile sub 

(not shown), roaming at one sixth the speed of the attacker, will change its position by 

about two or three grid cells. There is no sign of the missile sub at location 15b, but the 
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belief state again changes, this time to favor locations that are in the lower half of the 

grid.  

Next, the agent selects the square at 12c shown as a yellow down arrow. It 

follows the path to this location for twelve steps, allowing the missile sub to change its 

position by only two cells. A new observation in the form of a positive sonar detection to 

the south is made by the agent. This sonar ping alerts the missile sub to speed up. It also 

drastically changes the agent’s belief state. Only cells in the sonar’s southern directional 

cone will have high probabilities for the target’s location. The agent moves just two 

squares away to location 2d shown as a black up arrow. The target manages to move just 

one location. An observation in the form of a positive visual detection to the north is 

made by the agent. Since there is an obstacle five cells to the north of this position, this 

limits the number of possible target locations in the belief state to four. The agent moves 

one square to the north to win the game at location 1e. 

 
Belief State Visualization 

The GUI-based version of the pursuit-evasion game provides a mode that 

allows viewing of the current belief state as the game is played. This view visualizes how 

the particle filter algorithm generates, relocates, and disqualifies particles when new 

observations are made. It also shows which cells are candidates for the next move. The 

view displays the new probabilities of the target’s location after each observation is 

made. It does this using a color map spread over the surface of the game grid. Each color 

represents a different probability bracket. In this implementation of the game, the agent 



51 

 

chooses the cell with the color that represents the highest probability. If multiple cells 

have the same color, the agent will choose the nearest candidate.  

The panel on the right in Figure 17 provides a legend that shows the 

probability bracket each color represents when the game is played in the Belief State  

 

 
 
Fig. 17. Belief state after agent’s first observation. 
 
 
View mode. Low intensity colors represent areas where there is a low probability of 

finding the target. High intensity colors represent high probability areas. This is very 

similar to how rainfall probabilities are depicted on a weather map. 

To gain insight into the operation of the particle filter algorithm, it helps to 

follow the sequence of a complete game. This time, however, the game will be viewed in 

the belief state domain as seen by the agent. Figure 17 shows the belief state visualization 

after the agent makes its first observation near the upper left-hand corner. (The agent now 

occupies the cell containing the  nothing-detected symbol.) Note almost all of the 

nearby cells are the lowest intensity (light blue) color on the scale. These cells have been 
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swept clean of particles. Also, note how there are three medium probability (green) cells 

spread over three different areas. The agent will continue its search by selecting the green 

cell closest to the agent. This cell represents the closest, highest probability bracket.  

The belief state that results from the second observation is shown in Figure 

18. The agent occupies the cell with the nothing-detected symbol in the lower-left region.  

 

 
 
Fig. 18. Belief state after second observation. 
 
 

The light blue cells indicate that a third of the grid has been swept nearly 

clean of particles. Note how there are still a few green cells spread through the 

unexplored portion of the grid. In the next move, the agent will again select the green cell 

closest to the agent. 
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The belief state resulting from the third observation is shown in Figure 19. 

The agent has now moved to the cell with the yellow up-arrow symbol just below the  

 

 
 
Fig. 19. Belief state after third observation. 
 
 
large green area. The yellow up-arrow symbol indicates that a sonar detection was made 

to the north. Note that all of the remaining particles are consistent with the last sonar 

observation. This is because the green cells are all within the sonar’s detection range to 

the north and the light blue cells are outside the sonar’s range. In this view, the cell with 

the highest probability of harboring the target is the dark green cell to the upper right of 

the agent’s position. This is where the agent will move to next. 

The agent’s fourth, fifth, and sixth moves and observations are made next. 

The belief state resulting from the sixth observation is shown in Figure 20. (The locations 

of the agent’s fourth and fifth observations are also show.) The sixth observation was a  
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Fig. 20. Belief state after fourth, fifth, and sixth observations. 
 
 
visual observation to the east represented by the black arrow located to the left of the 

orange squares. The three orange squares are the only cells remaining with a significant 

likelihood of containing the target. The agent will choose the darkest orange cell first, but 

as it turns out, the target is occupying the middle orange cell (X marks the spot) when the 

attack sub finally finds and kills the target. 

Besides demonstrating the state of the game as seen by the agent, the belief 

state visualization provided an indispensable tool for parameter selection and the 

development and debug of CPFAMS. For example, the need for a way to generate more 

candidates before selecting the next move was first observed in the belief state view 

mode. This led to the design of the probability bracket version of the move selection 

algorithm. The use of this view also led to the implementation of the logic to ignore the 
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first non-detection observation when immediately preceded by a detection event. This 

fine tuning of CPFAMS based on the belief state view significantly improved the overall 

performance of the agent. This is shown in the experiments performed in the following 

section. 

 
Parameter Selection 

During the development and testing of CPFAMS for the pursuit-evasion 

game, many design choices for the algorithm types and parameter values were made. As 

part of the selection process, various parameters were evaluated with the command-line-

based game by simulating tens of thousands of games in an attempt to optimize the 

game’s AI performance. One objective of this testing is to find a set of 

parameters/algorithms that result in the agent’s best performance in the demonstration 

game. Another objective is to gain insight into where tradeoffs can be made between 

performance and CPU requirements. For example, the number of particles maintained by 

the particle filter can have a significant impact on the performance of the game AI. 

Choosing a very small number of particles may result in poor agent performance while a 

very large number of particles may make heavy demands on the CPU with little or no 

improvement in the agent’s performance. For this reason, simulations over a wide range 

of particles were run to determine the number of particles needed for good performance. 

Other particle filter parameters that were evaluated include the transition model used 

during the prediction phase and the type of particle transformations made during the 

resampling phase. In addition to particle-filter parameters, the project used the 

simulations to choose the best variation of the move selection algorithm. 
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A CLI-based simulation of the game was used to perform the experiments 

needed to make the parameter selection. The CLI-based application simulates many 

thousands of games and reports the status in an Excel compatible file used to make the 

charts for this chapter. Figure 21 shows an example simulation run that could be used to 

generate one data point on a chart. The top half of the screen shows the output of the 

“PFTest” simulation program. It is important to emphasize that PFTest executes the very 

same game program that is executed by the GUI while in “Machine Player” mode. 

 

 
 
Fig. 21. Command-line interface. 
 
 

In the example shown in Figure 21, 10,000 games were played using the 

parameters set displayed in the output. The middle of the figure shows the contents of an 

example configuration input file. Each data point on a chart is a result of its own 

configuration file defining the simulation parameters for that point. The bottom of the 
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figure shows the Excel compatible comma-separated-variable (CSV) format used to write 

the output file at the end of the simulation. 

This work bases parameter selection on two comparison criteria that pertain to 

the agent’s skill level. The first measure used is the average score for all 10,000 games 

played. The second performance criterion is the number of games won out of 10,000 

played. A game is considered a win if the agent is able to kill the target regardless of the 

final score. If the agent runs out of fuel or is killed by the target, it is considered a loss.  

The amount of CPU time expended, although important, was not used as a 

quantitative performance measure. This is largely because none of the Java code 

developed for this project is in any way optimized for speed. Also, when running a game 

10,000 times, it often becomes obvious from a qualitative perspective when a change in a 

parameter results in a CPU time performance improvement. This is most evident in the 

evaluation of the optimal number of particles where some data points took up to an hour 

to run while others required only a few minutes. 

The following sections report the results of all the parameter selection 

experiments. The parameters tested include: 

1. The number of particles maintained by the particle filter. 

2. The move selection method used by the agent. 

3. The type of motion model used during the particle filter’s resampling phase. 

4. The type of motion model used during the particle filter’s prediction phase. 

Selecting the Number of Particles 

Simulations over a range of 25 to 500 particles were run to determine both the 

fewest number of particles needed for acceptable performance and the number of 
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particles required for peak performance. These results are from simulations performed in 

two different game environments. The first environment is a 12 by 20 grid, which is the 

same environment as the GUI-based demonstration. The second environment is a larger 

20 by 20 grid. Two different sized environments are used to gauge any parameter or 

algorithm sensitivity to the environment size. The results of these experiments are 

presented in four sets of comparisons. The first two sets report the results of games won 

and average score for the small grid simulations. The second two sets report results of 

games won and average score for the large grid simulations.  

For each set of simulations, three different move selection algorithms are 

included since the choice of this algorithm has a significant impact on the required 

number of particles. (The move selection algorithm results are discussed separately in the 

next section.) The remaining algorithm parameters are constant throughout this set of 

simulations. The resampling transformation model parameter is set such that random 

noise is applied to each resampled particle. The prediction phase transition model 

parameter is set such that no state transitions are applied to particles in the prediction 

phase. The sensor probability models remain the same throughout the simulations, and in 

all cases, the target is configured to be a moving target. 

Figure 22 is a plot of the average score attained for the 12 by 20 grid 

environment. The top plot represents the best performing algorithm. This is the “Closest 

Bracket” algorithm whose high level pseudo-code is depicted in Figure 12 of Chapter II. 

Note that the average score peaks when about 200 to 250 particles are used. Yet, with just 

25 particles spread across the grid, fairly good performance is still achieved. Also, 

observe that using more than 250 particles provides no improvement to the performance.  
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Fig. 22. Agent's score versus number of particles for small grid environment. 
 
 

Figure 23 is a plot of the number of wins attained out of 10,000 games played 

for the small grid environment. Again, performance peaks at 250 particles and depending 

on the choice of move selection algorithms, good performance can still be attained using 

just 25 particles. 

Figures 24 and 25 show the results of the large grid simulations. Note that the 

average scores are much higher than with the small grid simulations but the number of 

games won is roughly the same. This is at least true for the “Closest Bracket” plot. This is 

mostly because, at the start of the game, more fuel is given to the agent since the agent 

has more area to cover in the large grid. Since the amount of remaining fuel is a 

component of the score, this resulted in higher average scores. Given that these 

comparisons are all relative, this has no real impact on the parameter selection results. 

Observe that in both these figures peak performance is achieved with roughly 350  
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Fig. 23. Games won in small grid environment. 
 
 
particles. Also observe that 25 particles may not be enough to provide good performance 

with the larger grid. Still, fairly good performance can be attained with just 50 particles. 

 

 

Fig. 24. Average scores attained in large grid environment. 
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Fig. 25. Games won in large grid environment. 
 
 
Belief State-Based Move Selection 

The simulations used for selecting the optimal number of particles were also 

used to choose the move selection algorithm. For each set of simulations shown in 

Figures 22 through 25, three different move selection algorithms are evaluated. These 

algorithms called the random best, closest best, and closest bracket algorithms are 

described in detail in Chapter III (Action Selection Algorithms).  

First, note that in all four figures, the closest bracket algorithm achieved the 

best results. Using this algorithm, the agent tends to make shorter moves. As it turns out, 

keeping moves short, but not too short, happens to be a great strategy for the game. This 

not only minimizes fuel costs, it also minimizes the potential to be killed by the target 

while the agent is running blind. The moves are shorter since there are more grid squares 

in the belief state belonging to the highest probability bracket. Since a range of particle 
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counts can equate to a single bracket, the highest bracket may be represented many more 

times throughout the grid than the cells with the highest raw count. Given that the agent 

chooses the closest cell from among these candidates, the resulting moves are shorter. 

Also observe in Figures 22 through 25 that the closest bracket algorithm 

performs much better than the other two algorithms when the number of particles is 

small. In Figure 25, the agent wins 83% of its games with the particle filter running with 

just 50 particles. The closest best algorithm requires 150 particles to reach this skill level. 

The random best algorithm never achieves this result with any number of particles. Even 

with a low number of particles, the bracketing of counts generates more candidates 

spread over the grid, resulting in shorter moves.  

Resampling Transformations 

Simulations using various particle transformation methods, or motion models, 

during the resampling phase were performed in both the small grid and large grid 

environments. Four different methods were compared. The first method merely copies 

the particle. No transformation is applied to the copy. For the second and third methods, 

different motion models are implemented: a random motion model, and a directional 

motion model. Recall, with the random motion model the target’s current position is 

changed with small random values. This is also known as adding jitter. With the 

directional motion model, the particle’s position is extended in the direction it is currently 

traveling. The fourth method does not perform particle transformations at all. It simply 

restarts the particle filter using a new random set of particles whenever the belief state 

reaches a 20 particle minimum threshold. This is similar to the action taken in Bererton’s 

experiments [3] when particle starvation was detected. 
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In the small grid experiments, 250 particles are used while 350 particles are 

used in the large grid experiments. For all of these simulations, the prediction phase 

transition model parameter is set such that no state transitions are applied to the particles. 

The sensor probability models remain the same throughout the simulations and in all 

cases the target is configured to be a moving target. 

Figure 26 compares game scores for each of the four methods. The method 

labeled “NO JITTER” applies no transformations. Observe that optimum performance is 

achieved when the particles are randomly jittered after they are copied in the replacement 

phase. This adds more variety to the sample set which appears to be helpful.  

 

 
 
Fig. 26. Average score for various particle transformation models. 
 
 

The performance of the directional movement method was disappointing. This 

method attempts to favor particles that share the same direction and speed as the target. 
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Given that the performance of doing nothing to the particle is better than that of adding 

movement in one direction, it might be that the constant maneuvering of the target in 

such a small environment turns this method into more of a hindrance than a help. The 

method labeled “RESET’ does not repopulate the filter after each step. Instead, it allows 

particles to be removed without replacement and restarts the particle filter when a lower 

threshold of 20 particles is reached. Since tracking can be easily lost when this occurs, 

the relatively poor performance of this method is not surprising. 

Table 3 shows all of the simulation results for the resampling method 

experiments. In all cases, it appears to be best to apply jitter to the particles during the  

 

Table 3 
PARTICLE TRANSFORMATION MODEL RESULTS 

 Small Grid 
Games Won 

Small Grid 
Avg. Score 

Large Grid 
Games Won 

Large Grid 
Avg. Score 

Copy Particle 8633 86.42 8819 125.72 
Apply Jitter to 

Particle 
8908 89.71 9127 130.60 

Apply Directional 
Movement 

8437 84.48 6280 85.50 

Reset Particle Filter 7864 78.77 7961 111.26 

 
 
resampling phase. The results for the large grid environment are fairly consistent with 

those of the small grid environment with only one exception. Surprisingly, the directional 

movement method performed much worse in the larger environment winning only 63% 

of the games as opposed to 84% won in the small grid environment. The reason for this is 

not understood and requires further investigation. Still, it may indicate that the directional 

movement method will not scale well to larger environments. 
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Prediction Phase Transition Model 

Simulations using various particle motion models during the prediction phase 

were performed in the small grid environment only. Three different motion models are 

compared. The first model performs no state transitions leaving the sampled particle 

untouched. For the second and third methods, a random motion model and a directional 

motion model are applied. In this experiment, 250 particles are used by the filter. For all 

simulations, the replacement phase transformation model parameter is set such that 

random motion, or jitter, is applied to all newly cloned particles. As always, the sensor 

probability models remain the same throughout the simulations and the target is 

configured to be moving.  

Figures 27 and 28 compare game scores and games won for each of the three 

methods. The method labeled “NO JITER” applies no state transitions. Observe the  

 

 

Fig. 27. Average score using various prediction phase transition models. 
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Fig. 28. Games won using various prediction phase transition models. 
 
 
optimum performance is achieved when no transitions are applied to the particle during 

the prediction phase. Consequently, applying jitter during this phase was mildly harmful 

while applying directional movement was greatly harmful. This calls into question the 

need for making state transitions during this phase. Performing state transformations as 

particles are resampled is a more efficient technique and yields better performance. 

 
Human versus Machine Playoff 

This section reports the results of a 100 game playoff match between the agent 

and the author played out over ten, ten game sessions. A special mode of the GUI called 

“Machine Replay” was implemented to accommodate the playoff. The replay mode 

allows the machine agent to play its next game using the same target starting position that 

the human player used in the previous game. Using this mode, the author and the 

machine agent alternated playing out full games against the missile submarine opponent. 
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For the playoff, the particle filter was configured for peak performance using 

the best performing algorithms and parameter settings selected in the previous section. 

The particle filter ran using 250 particles. Random transformations were made in the 

resampling phase. No state transitions were made in the prediction phase. The closest 

bracket state estimation algorithm was used for selecting the next move.  

While playing these games the author consistently followed the same strategy 

to add at least a little rigor to this experiment. First, the initial moves were always made 

to take maximum advantage of the total range of the sonar in each direction. Second, 

moves were kept very short once a visual or sonar detection was made. And finally, 

whenever a sonar detection was made, the next move would be in a different row and 

column if possible. The logic here is that if the target was in the same row or column, 

there would be a higher probability that a visual detection would have resulted. Following 

these rules, the author’s play was very predictable. 

Figures 29 and 30 show the results of the playoff. These results show that the 

level of competence of the machine player, while not as good as the author’s, is still good 

enough to be competitive. Note that in Figure 29, in sessions 1, 3, 5, and 9 the scores 

were very close with the agent winning session 5. Figure 30 shows the cumulative totals 

over all ten sessions and the slim margin of victory of the author.  

Although the machine did not perform as well as the author, these results are 

still significant since the author created the game and knows many details that lead to 

higher rewards. Certainly, some of this domain specific knowledge could be imparted to 

the agent in the form of a few simple rules. This may give the agent the edge, but it runs 

the risk of making the agent’s behavior too predictable to be entertaining.  
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Fig. 29. Individual session results. 
 
 
 
 
 
 
 
 

 
 
Fig. 30. Cumulative score playoff results. 
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In general, during the play of these games, the agent’s behavior seemed quite 

logical and entertaining. In a great majority of the games, while searching for the target, 

the agent would move from area to area clearing out particles. Once it detected the target 

it would almost always continue tracking it until it either made a kill or in some cases ran 

out of fuel. And while tracking the target, it was very hard to exactly predict the agent’s 

next move. Moreover, there were only a few games where the agent would act illogically 

and return to a previously searched area before exploring unsearched territory. This 

illogical behavior can occur by chance when a noisy sensor results in multiple particles 

being left behind at the same location after an area has been searched. 
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CHAPTER V 
 
 

CONCLUSIONS AND FUTURE RESEARCH 
 
 

Conclusions 

There are many opportunities for the use of particle filters in computer games. 

Games that are possible particle filter candidates include first person shooter games, real-

time strategy games, adventure games, sports games, and war games. This project 

demonstrated that realistic, humanlike agent behavior can be achieved when locating and 

tracking hidden targets in games using the real-time efficient CPFAMS algorithm. Good 

skill-level performance was achieved even when the particle-filter parameters were 

selected to minimize CPU use, thus allowing the particle filter to be used in real-time 

games where CPU time is very limited. 

The performance of CPFAMS was evaluated by operating the particle filter 

with varying numbers of particles in two different sized environments. These experiments 

provide evidence that CPFAMS performs at a high skill level when seeded with a 

sufficient number of particles and in some cases experiences only minor performance 

degradation as the number of particles is reduced. The experiments show that combining 

the particle filter algorithm with the closest bracket move selection algorithm results in 

the best operation. The marked improvement in performance is especially significant 

when a very small number of particles were used. Other experiments suggest that simple 

random particle transformations are more effective in a small environment where the 
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target is constantly maneuvering. Surprisingly, these transformations work better than 

more complex transformations that attempt to estimate possible target position changes. 

The study also investigated different state transition models used during the prediction 

phase of the particle filter algorithm. The results indicate that applying no state transition 

during this phase is best. Moreover, the results suggest that performing state 

transformations as particles are resampled leads to even better performance.  

The agent’s behavior in the human versus machine playoff appeared to be 

very realistic. The agent would move from area to area clearing out particles much like a 

human would systematically move from one area to the next. Typically, the agent’s 

searches progressed to adjacent regions of the environment, as opposed to distant regions, 

thus minimizing resources used by the agent. Once the agent detected the target, it would 

almost always continue tracking the evader until either the agent killed its prey or, in 

some cases, ran out of fuel. Yet, the algorithm did not appear to perform with such a high 

level of predictability that the agent appeared to be cheating or its actions were boring.  

The above findings are significant since the agent’s performance and overall 

behavior is a result of the general intelligence imparted by the combined particle filter 

and move selection algorithms. The agent’s behavior is not programmed-in using scripts, 

rules, or state machine logic. The use of probability brackets in the move selection 

algorithm provided all the domain specific fine tuning that was needed to help the agent 

execute a proficient strategy. 

The CPFAMS algorithm addresses both the problems of particle degeneracy 

and particle impoverishment. Still, after a number of particle filter cycles it is possible for 

the particle filter to become starved of particles. Since false positives were not modeled 
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for the agent’s visual or sonar observations for the game environment, starvation was not 

a significant performance issue. Nevertheless, in a real-world environment, such as 

robotics, false positives will naturally occur. The particle filter implemented for this 

project may potentially exhibit significant limitations in such an environment. 

The project also employed belief state visualization to view the state of the 

game from the agent’s perspective. The belief state visualization was initially 

implemented to give the reader a more intuitive feel for the operation of the particle filter 

algorithms. Yet, this view proved to be invaluable to the author for the debug of 

CPFAMS, providing much insight into its operation. The belief state visualization was 

also indispensable for parameter selection and it led to the implementation of a number of 

performance enhancing changes to CPFAMS.  

 
Future Research 

While this project has demonstrated the viability of using particle filters in 

real-time games, there are still some areas that, given more time, need further 

investigation. Issues requiring more investigation fall into four categories: sensor model 

effects, particle filter motion models, belief-state-based move selection improvements, 

and scaling to larger environments. 

Sensor Model Effects 

This study did not investigate the effects of making changes to the sensor 

models. Adjusting the sensor range and reliability may be a good candidate method for 

increasing or decreasing the agent’s skill-level. First, the probability of a false negative 

could be varied to understand the tradeoff between better score performance and the 
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appearance of cheating. Decreasing the noise in the sensor reading and increasing the 

reach of the sonar will surely improve the agent’s performance. It would be helpful to 

understand the extent of the improvement. In both cases, the behavior of the agent would 

need to be evaluated to make sure it is still realistic. 

Particle Filter Motion Models 

Given more time, it would be nice to understand the surprisingly poor 

performance of the directional movement model reported in Chapter IV, Section C 

(Parameter Selection). It is suspected that the constant maneuvering of the target in the 

small grid is the source of this poor performance. Still, it would be useful to design an 

experiment where the movement of the target is more predictable to help understand 

which types of motion models are best for different types of games.  

Agent Move Selection Improvements 

Currently, the demonstration game does not always reward the agent for 

attempting to move to the exact position occupied by the target. This is because 

stumbling over the target missile sub while running blind sometimes results in a huge loss 

of 50 points. Consequently, the move selection algorithm that makes smaller moves to 

catch up to the target performed best in the simulations. Since this behavior is rather 

game specific, it would be useful to modify the demonstration game scoring to eliminate 

this penalty and reward more aggressive actions by the attacker. This would allow further 

experimentation with move selection algorithms that make better estimates of the target’s 

actual position. 
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Scaling to Larger Environments 
The experiments performed for this project were limited to two rather small 

test environments. The initial plan for this project was to perform a series of experiments 

that included much larger grids. Unfortunately, time only allowed investigation of a 12 

by 20 and 20 by 20 cell grid. Although there is no evidence to suggest that CPFAMS will 

not perform well in much larger environments, it would be useful to know how it scales 

with grid size. Further experimentation could determine how the agent behaves in a much 

larger environment plus how CPFAMS scales computationally when using a sufficient 

number of particles to attain a high skill-level. 
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1. Unpacking and Running the Demo 

 The Pursuit Evasion AI game is developed on a Windows Vista PC with JDK version 6.  

 Unpack the executable JAR file with the jar xf PursuitEvasionGame.jar command.  

 Run the demo application from any directory. Execute it from the command line with:  

java -jar PursuitEvasionGame.jar 

Note the JAR file is executable by double clicking on it. Warning: Make sure you unpack the JAR 

file before executing it. On some machines the OS cannot find the audio files if the “jar xf” 

command shown above is not executed before double clicking on the JAR file. 

The JAR includes the following files:  

 The .class files for the application  

 The images and wav files used by the application 

 The Java source code. 

 2. Using the Demo 
To play the game, first select the type of player by clicking on the  button. 

You can select Machine Player, Human Player, or Machine Replay. In Machine Player mode, the 

agent controls the attack submarine. In Human Player mode, a human player manually controls 

the attack sub. Machine Replay mode is the same as Machine Player mode, except the target’s 

initial location will be the same as it was for the last game played in Human Player mode. This 

mode allows comparison of a human player’s score to the agent’s score using the same initial 

conditions. 

Click  to start a new game. Click  to start tracking down the 

missile sub. If playing in the Human Player mode, you must click on a grid square where you 

want to make an observation or a target kill. 
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